Project Overview

In 2000, NSF made the first NSDL program grants to create, develop, and sustain a national digital library supporting science, technology, engineering, and mathematics (STEM) education at all levels--preK-12, undergraduate, graduate, and life-long learning. The Core Integration (CI) team (a partnership of Columbia and Cornell Universities and the University Corporation for Atmospheric Research) began work in October of 2001. CI is charged with integrating the collections, services and research of the NSDL projects into a coherent library, along with engaging the community, providing technology and operating core services. As part of CI, Cornell has focused on developing the underlying technical infrastructure for the library, as well as running most of the library production services.

Increasingly, Core Integration plays the role of broker, bringing together and leveraging the capacity, talents, resources, knowledge and experience of an ever more diverse group of partners. Those partners range from the NSF funded Pathways projects, which provide discipline-focused portals to the NSDL; to collection and service partners, such as JES & Co., provider of the Achievement Standards Network; to commercial partners such as Yahoo, who provides a co-branded NSDL search toolbar.

Core Integration has also engaged working partners through a series of subcontracts. These partners focus on providing specific services and capabilities to the NSDL. This group includes:

· Ohio State University (Eisenhower National Clearinghouse), providing the Middle School Portal

· Syracuse University (AskNSDL, the Syracuse Information Institute), providing first the AskNSDL virtual reference desk, and more recently working on the ExpertVoices system (see section below)
· University of California, San Diego (San Diego Supercomputing Center), providing a monthly archive of NSDL content; and
· University of California, Riverside (iVia/Infomine), supporting expert guided web-crawling of science resources and the automatic creation of metadata
The initial focus of Core Integration was to meet NSF’s requirement to release a basic system in the fall 2002. Initial activity to develop infrastructure was successful and the NSDL.org portal went public at the annual meeting in December 2002. This release provided integrated access to NSDL-funded projects that had released collections, through two levels of searching and browsing, authenticated login, the first version of AskNSDL, and some demonstration exhibits. To integrate the collections, metadata was harvested using the Open Archives Initiative protocol and stored in a central metadata repository. Also during this period, a great deal of effort went into establishing the NSDL organization, including the Core Integration team with its subcontracts, and the wider committee structure, centered on the National Visiting Committee and the Policy Committee.

The second phase, in 2003-2004, had two themes, both related to scale. One theme was to consolidate the technical work that had been done to meet the first release date. In this consolidation phase, many of the initial components were reworked to minimize the level of human effort. The other theme was to lay the foundations for educational partnerships, to move from a general purpose digital library run by the Core Integration team to a federation of portals each with its own focus (one library, many portals). This approach helps address the issue of scaling NSDL to meet learning goals of learners at all levels. During 2003, two exemplar portals were studied in depth (supporting middle school teachers and undergraduate mathematics respectively). This planning eventually led to NSF creating a new funding track, the Pathways track.

We are now in a third phase that emphasizes two interrelated themes: expanding the library, in a number of dimensions, and creating context for science resources, moving beyond simply aggregating lists of resources to creating and managing the information critical to selecting and using resources in the classroom and in the world. Through the NSF-funded Pathways projects, we are making discipline-focused views of the NSDL visible to a far wider audience of users. Through the recommender system and expert-guided crawling, we are dramatically expanding the ability to add new resources to the NSDL. Finally, with our major conversion to a Fedora-based NSDL data repository, we have developed the technical framework to support creating context for science resources, allowing users to understand which resources to select and how to make use of them.

Research Activities

The Cornell Core Integration team plays a number of critical roles in the overall CI effort. In particular, Cornell CI takes the lead on:

· Developing and implementing the technical infrastructure of the NSDL. This includes the central repository, NSDL-wide search, and the automatic ingest and aggregation of science resources and metadata from NSDL collections
· Running all the core production services: the nsdl.org website; repository; ingest of metadata and resources; OAI serving of NSDL resources; the Collection Registration System; the Recommender system; and the Comm Portal, a site to support shared development of the NSDL
· Collection Development, including the selection of appropriate collections; working with collection providers to obtain resources and metadata using OAI or expert-guided crawling; managing the pool of recommenders using the Recommender system to add resources to the NSDL; and organizing the creation of policies and review mechanisms to ensure that resources in the NSDL are appropriate and comprehensive

· Research and Development of new technical capabilities for the NSDL. This includes the new NSDL Data Repository itself (NDR), the ExpertVoices blogging system for providing comment and context for NSDL resources, the development of resource-centric search, and the OnRamp content management system for integrating publication workflow into the NSDL.
In addition to our lead roles, Cornell CI plays a major part in:

· Content development for outreach and communications; 

· Management of the SDSC Archive subcontract and activities;

· Design input and support for the nsdl.org portal;

· Design input, integration, and support for the Columbia-developed NSDL single-sign-on system.

In the sections below, we provided brief information on our specific activities in these areas over the last year.

The NSDL Data Repository (NDR)

Background

For the past several years, the central repository for the NSDL project has been the Metadata Repository (MR). This is an Oracle database that aggregates metadata records from over 100 metadata providers. There are over one million metadata records in the repository. Each identifies a digital science resource, provides Dublin Core metadata about the resource, and generally includes a URL to the resource on the web.

Information is ingested into the MR by using the Open Archives Initiative Protocol for Metadata Harvesting (OAI-PMH) to harvest the metadata, followed by automated processing to add or update the metadata record in the MR. In addition, collection records and recommended resources are managed by the CRS (Collection Registration System).

The MR functions as a union catalog for all the resources in the NSDL. The MR serves to both aggregate all the catalog records from a number of providers, and to normalize them, creating a single source for known good records. The MR is used directly by both the NSDL search service, to create the search indexes used at nsdl.org, and the archive service, which archives date-stamped snapshots of publicly available resource content.

As we gained experience with NSDL providers and users, and as we mapped out new potential services for the NSDL, it became apparent that there were a number of new requirements that could not be easily addressed by the current MR. These included:

· The need to present a resource-centric view of the NSDL. Since the MR was just an aggregation of external metadata records, it was possible to have a number of different records that described the same resource. This resulted in duplicated search hits and did not support presenting a single view of everything that was known about the resource.

· The need to represent content, not just metadata, directly in the NSDL repository. This might include annotations, reviews, or information on structuring a set of resources in a lesson plan.

· The need to represent explicit relationships among resources in the repository. While the MR allowed for single level collection/item relationships, it did not support more complex relationships, such as “resource A is a review of resource B” or “resource C is a lesson plan that makes use of resources D, E, and F”

· The MR contained no information about who or what organization provided a particular piece of information about a resource, other than the notion that the resource was part of a specific NSDL collection.

To address these limitations and create an infrastructure that could grow far beyond the “union catalog” list of science resources, we decided to build a new NSDL Data Repository, which would both subsume all the functions of the existing MR and provide an infrastructure that could support the growth of resources, providers and services for the foreseeable future. After reviewing the available options, we chose to use the Fedora digital object repository middleware to implement the NDR.

Fedora – Flexible, Extensible, Digital Object Repository Architecture

The Fedora Project is an ongoing research and development effort to provide the framework for creation, management, and preservation of existing and evolving forms of digital content. The roots of the project lie in DARPA-funded research in the early 1990’s that defined the notion of a digital object  and implemented Dienst, a networked digital library architecture with protocol-based dissemination of digital objects in multiple formats. Further development of Fedora was carried out as part of several Cornell research projects in the late 1990’s.

The transition of Fedora from a research prototype to production repository software began when the University of Virginia Library, seeking a solution for managing increasingly complex digital content, experimented with the Fedora architecture in 2000. The experimentation proved successful, providing the basis for subsequent funding from the Andrew W. Mellon Foundation to Cornell and Virginia to jointly develop Fedora and make it available as open source software to libraries, museums, archives, and content managers, facing increasing variety and complexity in the digital content that they manage. Mellon-funded development continues through 2007.

Fedora is implemented as a set of web services that provide full programmatic management of digital objects as well as search and access to multiple representations of objects. Fedora objects contain content streams (text, image, binary, etc.), which can be either internal to the repository or else redirects to content anywhere on the web. Access to Fedora objects is through disseminators, which can reformat the content (e.g. present an image as PNG, JPEG, or TIFF) or combine multiple content streams into a single output. This creates an extraordinarily flexible architecture for representing and manipulating digital objects.

All Fedora APIs are described using the Web Service Description Language (WSDL). As such, Fedora is particularly well-suited to exist in a broader web service framework and act as the foundation layer for a variety of multi-tiered systems, service-oriented architectures, and end-user applications. This distinguishes Fedora from other complex object systems that are turn-key, vertical applications for storing and manipulating complex objects through a fixed user interface (e.g., DSpace, arXiv, ePrints, and Greenstone).

The latest version of Fedora integrates the existing advanced content management system with semantic web technology. It supports the representation of rich information networks, where the nodes are complex digital objects combining data and metadata with web services and the edges are ontology-based relationships among these digital objects. These relationships are stored in an RDF triple-store (Kowari), which supports arbitrary queries over the relationships.

Fedora and the NSDL Data Repository

The Fedora middleware provides the flexible structure of digital objects and relationships that allows us to support all the new requirements that could not be handled by the old MR. We can explicitly represent resources as digital objects, and associate with them multiple metadata records from different sources.  We can explicitly represent the organizations and individuals that provide metadata or select resources, and relate them to the appropriate metadata and resources. Since Fedora is fundamentally a content repository, it can represent content such as annotations or reviews. Finally, the RDF-based flexible relationship structure in Fedora allows us to represent arbitrary relationships among resources, for example relating all those that match a particular educational standard, or structuring the resources that are assembled into a lesson plan.
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The diagram above shows an extremely simple instantiation of the NDR, with four collections, three metadata providers, three agents, three resources, and four metadata records.
Our goal in the NSDL is not only to provide a digital library allowing search and access to distributed resources, but to augment NSDL resources with context that defines their usability and reusability in different learning and teaching environments. By “context”, we mean information such as the provenance of the resources, the manner in which resources have been used, comments by users that annotate and explain primary resources, and linkages between the resources and relevant state educational standards.

Using the content management and semantic web tools in Fedora we have implemented the NDR as information network overlay on top of the web. Using the web services architecture, the Fedora digital objects and their disseminations become a lens or filter into the underlying web content. High-quality educational resources are “filtered out” of the mass of the web and made available through the NDR. The relationship architecture then allows us to augment these resources with critically important educational context.

Current Status

Our initial implementation of the NDR is intended as a functional replacement for the current MR, supporting existing collection ingest, search, archive, and recommendation services. We anticipate having a demonstration version of the new repository, running from resource ingest through exposing search results on a test version of the nsdl.org website, available in mid-August. A full production version, replacing the current MR, should be in place about a month later.

The NDR is currently accessed through an internal API, which supports finding, creating and manipulating NDR digital objects. Through the fall, we plan to work with the Pathways and other partners to develop a public API for the NDR. This will allow Pathways, collections, and service providers to directly create and access resources, metadata, and relationships in the NDR, without having to work through the limited OAI-PMH ingest model supported by the initial NDR implementation.

Through the fall and winter, we will be making available a variety of services on top of the NDR. These include resource-centric search results, integration of the SDSC archive service into the NDR Fedora-based architecture, and an NDR-integrated weblog system to support resource recommendation, annotation, augmented metadata, and a number of other capabilities.
Search

The search service was re-implemented to address a number of issues, including scalability problems (search response time as well as time to process updates to the index), responsiveness to customer demands (including desired features such as better support for fielded searching and filtering of search results), maintenance issues, ability to leverage the richness of the information in the NSDL Data Repository currently underway as a Fedora implementation, better utilization of metadata, flexibility, and utilization of standard open-source tools such as Lucene.

Additionally, the search service replaced the arcane SDLIP search interface with one based on on REpresentational State Transfer (REST). REST service requests can be expressed as URLs, and the new search results, in XML, have been redesigned to make it easy for downstream services to present search results tailored for their users. Moreover, the new REST search service allows search service consumers to manipulate the rankings of search results to meet their needs, while simplifying maintenance and upkeep. NSDL CI will continue to improve the new REST service with plans in place to add features such as spell checking in subsequent releases, all made easy with recipes from the Lucene community.  

Search was re-implemented to be a more vanilla, less customized Lucene implementation to leverage efforts made by the open source Lucene software community, including recipes for text "snippets" of documents with matching terms highlight, for spell checking and other features. To retrieve the full text of NSDL resources, the search service has taken advantage of another well-regarded piece of open-source software, Nutch.  Nutch fetches the full text of NSDL resources, prepares it for inclusion in the search indexes, and provides a clean, easy, configurable interface for features such as refreshing stale content, adjusting bandwidth used to retrieve content from a single server, etc. 

The new search service is easier to maintain:  backups are faster and easier, recovery from outages and the rare processing error is also faster and easier.  The new implementation is scalable (note that updating the production index may now take 1 hour to do what previously took over 15 hours).  Multiple jobs can update the index simultaneously, and the metadata updates have been implemented asynchronously from the full text of the resource updates.

Downstream users of the new NSDL search service, such as the UI team for nsdl.org and some individual NSDL projects such as WGBH Teachers Domain and Instructional Architect, have found the new REST service to be a huge improvement in the areas of customer service, documentation, result XML and search response times. Some quotes:
"... it was faster to [transition to REST service] than it was to plan [for the transition]" - WGBH Teachers' Domain, March 25, 2005.

"... we've taken your search service as an inspiration and set up one of our own ..."  ComPADRE, June 6, 2005 (limits searches to physics and astronomy topics and to certain NSDL collections).

The new search service also provides a way to more efficiently filter search results and direct users to specific STEM resources through NSDL project portals. Using the new search service, an NSDL project could decide to filter out a particular collection that does not make sense for their users, or create web pages to translate their user requests to more focused searches.
Metadata Ingest and Production Systems Support
The major source of resources for the NSDL is through the harvesting of metadata from over a hundred collection providers using the OAI-PMH protocol. The MR Ingest team, including Susan Moskwa, Dean Eckstrom, Tim Cornwell, John Saylor, and Naomi Dushay, ensures the smooth flow of this critical data.
One of the things that we have learned as part of the process of developing the NSDL is that metadata harvesting is a people and support intensive process. Every new collection added requires significant work to assist the metadata provider in providing both a valid OAI server as well as valid metadata. The team has developed a set of special tools to assist with both OAI validation and the location and identification of XML errors. Even for long established collections, the harvest costs can be significant. It is easy for a provider to introduce invalid XML (usually bad character encoding) into the metadata, requiring discussion, analysis, and manually triggered reharvests.

In the past year, the team has done an excellent job in clearing out the backlog of pending harvests and new collections, helping to support a dramatic increase in the number of resources in the repository.
In addition to the metadata ingest process, Cornell supports all the servers and networks for the nsdl.org site, the search service, the repository, and the NSDL Comm Portal. This requires significant systems support activities, including maintaining a firewall, an Oracle database, a number of production web servers, and all the underlying operating systems and development tools. Active system monitoring helps to ensure 7x24x365 availability of all the NSDL services.
Collection Development

John Saylor serves as Director of Collection Development for the NSDL. The last year has been very successful in terms of adding new collections and resources to the NSDL. Below are the current collection and resource statistics from his latest monthly report, also showing numbers for the previous months:

· Collections accepted (as of October 6)- 503 (480) (475) (454) (435) (431) (407)

· Collections with Item Records  (as of October 6)- 102 (99) (96) (93) (90) (85)  (82)

· Collections supplying OAI metadata (as of October 6)- 100  (94) (91) (88)  (86) (79) (Not Reported January)

· Number of non- deleted Item Records (as of October 6)- 1,019,855  (1,004,384) (838,315*) (831,837)  (826,372) (797,877) (730,812) (*Due to having to re-build portions of the MR late in May not everything was reharvested)
· Count of resource URLs represented (as of October 6) -  1,071,716 (1,044,199)

· Registered Selectors (as of October 6)- 29 (28) (27) (24) (23) (21) (18)

· Collections with machine generated metadata (ie IVIA augmentation) (as of October 6) -  9 (9) (9) (6) (5) (4)

· Resources Recommended by General Public (as of October 6)- 6 (7) (1) (3) (10) (5) (30)

· Resources Selected by Selectors (as of October 6)- 25 (28) (27) (37) (42) (47) (29) 
There are several important documents relevant to collection development. These include:

· NSDL Collection Development Policy 
· http://content.comm.nsdl.org/doc_tracker/docs_download.php?id=45
· Concise NSDL Collection development Policy
http://nsdl.org/about/collection_policy.php
· Getting Started with the RRS (Resource Recommendation System) http://crs.nsdl.org/
We are setting up an external Collection Development Advisory Council whose role will be to provide advice and recommendations on the collection development policy and activities of the NSDL to Director of Collection Development.  Membership in the Advisory Council will be made up of representatives or “liaisons” from the major STEM (Science, Technology, Engineering and Mathematics) Library organizations and also representatives from the American Association of School Librarians and Community and Junior College Librarians who are interested in STEM collection development issues. We are contacting the director or division chair of these organizations to get a representative of the organization to be on this Council.

The Advisory Council will meet face-to-face once a year (either at ALA Mid-Winter or some other mutually agreed upon venue) and will have quarterly or semi monthly conference calls, a listserv and a weblog for communication purposes.

The specific groups are:

· AASL (American Association of School Librarians)
· SLA (Special Libraries Association)

· SLA-PAM (SLA- Physics Astronomy and Mathematics)

· SLA-FAN (SLA- Food Agriculture and Nutrition)

· SLA- CHEM (SLA- Chemistry)

· ASEE-ELD (American Society for Engineering Education- Engineering Libraries Division)

· GSIS (GeoScience Information Society)USAIN (United States Agricultural Information Network)
· ACRL-STS (Association of College and Research Libraries - Science and Technology Section)
iVia Expert Guided Crawling
Over the past several years NSDL Core Integration (CI) has relied on technology that has been largely dependent on human-generated metadata.  Specifically, CI has been using the Open Archives Protocol (OAI-PMH) to harvest Dublin Core (DC) metadata from NSDL collections, and using that metadata to populate a Metadata Repository (MR), a searchable union catalog of NSDL resources.  This technology has been a successful foundation for the initial deployment of the NSDL main portal.  

Despite its success, this work has demonstrated to us many issues with harvesting metadata from distributed sources.  These include wide variations in metadata quality, scalability constraints of managing and validating multi-sourced metadata harvesting, and the expectation gap between current Google-influenced search techniques (full-text and keywords) and search interfaces based on structured metadata.   Consequently, a fundamental goal of CI is to move towards more automated tools for collection growth and development of core services such as search, aligning NSDL more closely with cutting-edge digital library technology.  This goal co-exists with another goal of CI, which is to capture and exploit more enhanced information (than Dublin Core information) about NSDL resources such as full-content, richer metadata, and context.  Our goal then is a technical infrastructure based on an NSDL data repository (NDR) that is more appropriate to the needs of an educational digital library, providing the basis for defining the usability and reusability of SMETE resources in different learning and teaching environments.  

In pursuit of these goals, NSDL CI is funding, via sub-contract, the INFOMINE project for a package of work collectively known as the iVia Open Source Virtual Library System.  This work is led by the Library of the University of California, Riverside, with participation of a number of other researchers at other locations including Waikato, New Zealand and IIT Bombay.  iVia is a package of work that includes the following components.

Focused Web Crawling 

Web crawlers are the basis of modern web search engines such as Yahoo and Google.  Put simply, a web crawler traverses the web by fetching a page, analyzing (e.g., indexing) its contents, extracting its hyperlinks, fetching each of those linked pages, and then iteratively performing the same extract/analyze/fetch process on each of those pages.  Of course, the process is more complicated then this, but the goal for general search engines is to fetch and index as much of the web as possible.  As implied, focused web crawling is an attempt to direct a crawl so that only resources that fit certain criteria (e.g., related to SMETE topics) are covered by the crawl.  This is hard because of the tremendous scale and complexity of the web.  

A portion of the NSDL funding for iVia work includes advancing the state-of-the-art of focused crawling and deploying it in the NSDL context.  iVia is working with some of the world’s leading experts in this area.  Focused crawling will give CI a new, automated mechanism for including resources in the NSDL collection.  We plan to deploy this in two scenarios.  In the near-term, this will allow us to include the resources in human expert-selected web sites, essentially “seeding” the crawler with the home pages of those web sites.  The currently existing NSDL “recommender system” provides the vehicle for this human seeding.  But in the future, as understanding of very large-scale focused crawling matures, we hope to use this technology as a means of gathering SMETE resources from the entire web.

Expert-Guided Crawling

Increased reliance on automation does not mean complete elimination of human contribution to the NSDL infrastructure.  Our goal is to exploit machines and computational techniques to improve the scalability of our work, and concentrate human intelligence where machine intelligence is simply not adequate.  Thus, while focused crawling will continue to improve, there are many situations where the guidance of a human expert can help the crawler return results that are significantly more useful.  

Thus, a portion of NSDL funding for iVia work includes developing, refining, and deploying an expert interface to check results of focused crawls, and provide a “dashboard” for refining the parameters of the crawls – e.g., types of files to include or exclude, how “deep” to go in a site, etc.  Results from the sub-contract thus far have been quite promising and we have been refining with the INFOMINE team a test version of the crawl guidance interface.  This interface has been used by NSDL librarians and has proven to be an innovative way for integrating traditional librarian skills into an automated environment.

Automated Metadata Creation

CI’s plan to collect and use enhanced information about STEM resources does not preclude continued interest in Dublin Core metadata.  DC remains a good vehicle for providing basic digital library functionality as demonstrated by the CI work thus far.  

Thus, a portion of NSDL funding for iVia work includes developing and deployment mechanisms for automatically generating basic Dublin Core records from textual resources.  This technology will work in tandem with the focused and expert-guided crawling technologies, and provide a foundation for including crawled resources in the NSDL collection.  Part of this work involves providing an expert interface for ascertaining the quality of the generated records and providing guidance for improving them.

Automated Classification

Browsing is widely recognized for its importance in resource discovery, in conjunction with query-based searching.  In general, browsing requires classification of resources into some taxonomy such as a subject hierarchy or groupings that indicate target audience or standards relevance. These classes form the basis of a browsing interface.

CI is planning or initiating work on a number of automatic classification projects.  The current iVia work in this area involves automatic assignment of LCC (Library of Congress Classification) to NSDL resources.  This work is reasonably mature at this point and, while we don’t consider LCC as the most useful taxonomy for our domain, the machine-learning based methods being developed in this project will be useful other classification projects.  In addition, the LCC classification may prove to be a basis for more NSDL-appropriate classification.
Cornell CI has been working the INFOMINE team since 2004.  The results of this work thus far have been impressive and we expect in the next year that this sub-contract will have a considerable impact on our operational scalability and functionality.  Achieving the goals of the NSDL depends on a wise allocation of human expertise and generous exploitation of rapidly increasing computing power and computation techniques.  The INFOMINE team is a leader in this area and this sub-contract will become increasing important to NSDL’s success.
Collection Registration System/audience enhancement

With help from a volunteer librarian, Naomi Eichenlaub of the Royal Roads University Library in Victoria, BC, we have assigned audience/grade levels to all existing collection records in the repository (approximately 475). In addition to providing critical audience information for these resources, in many cases the audience level of the collection itself directly implies the audience level of all its items. This will allow us to provide audience-based browse, search, and filtering capabilities for NSDL resources in the very near future.
ExpertVoices
We are developing a customized open-source blogging service that provides a communication avenue for experts, teachers, and library builders to share their knowledge.  The blog styles will be both informative and journalistic.  Story starters and AskNSDL questions will be used to spark discussions for the scheduled experts - ExpertVoices.  

 The blogging system will allow and encourage tagging of NSDL resources and submission of resources and simple structured metadata.  This will create a system for establishing relationships between blog entries and resources.   The entries will be searchable within the blog interface and available via RSS.  Blogs and entries published to the NSDL Data Repository will also show up in the search service.  
NSDL’s mission is to support innovations in teaching and learning at all levels of STEM education.  The blogging project provides the NSDL Community with a wider domain of content and resource context within the NSDL Data Repository.
Cornell is implementing ExpertVoices in cooperation with Syracuse. Dave Lankes and Blythe Bennett will provide design input and assist with the administration of ExpertVoices and connection to the experts.  The blogging service will be available for CI interactions as well:  Outreach (Susan VanGundy), Pathways (Susan Jesuroga) and Collections (John Saylor) and Communications (Carol Minton Morris), among others.  We have three talented students who are interested in working on this project through Spring ’06 (Colin, Nina, and Yi).  Their current focus is on visualizations and usability.
The plan is to have use cases to base the design and development of the service on.  The design will have the nsdl.org branding and style and will be modeled on gateways or browse views.  The top four gateways to the blog entries and associated comments include a global or overview, by top activity, a topical/ categorical view, and by individuals).  The administrative functionality and search will expand upon the existing structure in the open source package chosen (WordPress MultiUser).   The blogging technology will take advantage of RSS, permalinks, trackbacks, and folksonomy concepts (like Technorati).  The current goal is to have an alpha version ready to demonstrate at the Annual Meeting in November, 2005.   The appendices include a more specific timeline with scope definitions for each phase.

http://blogging.comm.nsdl.org
Outreach and Communications
The goal of NSDL Communications is to tell great stories that make the case for NSDL as a critical piece of national educational infrastructure in support of national priorities that include working with others to better educate and prepare a STEM workforce for the future. Internal and external stakeholders and audiences include education, government, media, and corporations.

Exciting, inspirational, and sometimes amusing stories about NSDL people and projects at the forefront of scientific discovery include stunning national news such as the re-discovery of the Ivory-billed Woodpecker (http://www.birds.cornell.edu/ivory/); to "MAA Focus: Elvis the Dog who Knows Calculus," Learn NSDL magazine (http://learn.nsdl.org/news.htm); to news about NSDL Pathways Projects making a difference in the educational lives of parents and families—"Teachers' Domain Wins Parents Choice Award," NSDL Whiteboard Report (http://content.nsdl.org/wbr/Issue.php?issue=71). NSDL Communications provides audiences with a rich array of contextual information to understand the breadth of projects, activities and resources that comprise the National Science Digital Library.

Pushing out and pulling in multiple types of news and features information from among NSDL users and groups who are part of internal and external audiences is the ongoing challenge for NSDL Communications as we continue to develop collaborative communications services.
Publications and Web Content

NSDL Whiteboard Report is published bi-weekly by Core Integration and contains research news, and notes from the National Science Digital Library of interest to the NSDL community of projects, collaborators, and funders. The newsletter is on line at http://content.nsdl.org/wbr/Issue.php?issue=78 and is distributed to a growing list of subscribers by email. New content from NSDL Whiteboard Report Headlines, New in the Library and Resource of Interest Exhibits are posted on the NSDL.org homepage daily. Archives are available from 2000 to 2005 (http://content.nsdl.org/wbr/Issue--Archive.php).

· Content gathering from the community (example: "Sustainability Vignettes" series: http://nsdl.org/community/project_profile.php contributed by the Sustainabiliy Standing Committee)

· http://nsdl.org/ofinterest/?ctype=rss&rss=wbr
NSDL Annual Report (http://nsdl.org/about/annual_report.php) is published on line and in print each year in time for the Annual Meeting. This year's report entitled, "NSDL Annual Report 2005: Examining NSDL's Impact," echoes the theme of the 2005 Annual Meeting. A series of case studies organized into five areas where NSDL partners are focusing their efforts to have an impact on improving education are presented:
· Evaluation, the continuous process of measuring the impact of NSDL activities on learning;

· Classroom Resources, the nuts-and-bolts work of putting new tools into teachers’ hands;

· Technology, the massive effort to build and grow a hidden grid that holds digital libraries together;

· Community Building, encouraging learning groups to use the NSDL to pursue their questions; and,

· Informal Learning, the extension of NSDL resources to libraries, museums, and publications.

NSDL Priority Report is published on an as-needed basis, and provides updates on technical developments and improvements in library production systems for NSF NSDL-funded project principle investigators, and technical staff.
http://nsdl.org/community/wbr.php?pager=pr
Learn NSDL magazine
The prototype of Learn NSDL magazine was produced in an effort to find out whether the NSDL community had reached the moment when its energies, activities, and ideas demanded a cohesive voice. Reader survey responses indicate agreement with that premise. Funding is sought to formally launch the magazine on line and in print.

(prototype: http://learn.nsdl.org)

NSDL.org content and exhibits
Content coordination, creation, and support to promote synergistic views of resources, news, and events like the December 2004 Tsunami disaster through NSDL.org online exhibits that include NSDL Whiteboard Report; Headlines; Resource of Interest; and New in the Library.

http://nsdl.org
Publicity

Partner with organizations to publicize educational events like ESTEME Week and BOOM:

"NSDL "Ask An Expert" Reference Desk Service at BOOM and NASA's ESTEME Week" http://content.nsdl.org/wbr/Issue.php?issue=68

Partner with organizations to issue joint press releases on collaborative initiatives:

"NSDL Partners with YAHOO! Search in New Content Program Boosting Access to NSDL Resources"
http://content.nsdl.org/wbr/Issue.php?issue=48

"New Pathways to the National Science Digital Library"
http://content.nsdl.org/wbr/Issue.php?issue=61

Partner with organizations to highlight library resources
"Classroom Resources" exhibit developed for distribution through NSF.gov http://nsf.gov/news/classroom/

Corporate Collaboration

Yahoo/NSDL Toolbar
NSDL's CAP agreement with Yahoo! in 2004 provided useful analyses of increased NSDL resource usage and an opportunity to work with Yahoo on additional co-marketing ideas. Sumir Meghani, Yahoo!, was a panelist on the "Deep Web Content" presentation at the 2004 NSDL Annual Meeting and has participated in ongoing discussions about how we might work together to make our combined resources more useful for the education community with a co-branded Yahoo!/NSDL toolbar. Plans are to make the toolbar available through NSDL.org to boost access to combined resources.

Discussions with additional corporate collaborators are ongoing.

Communications Research and Development

"On Ramp NSDL" Content and Communications System
"ON RAMP," a National Science Digital Library Content and Communications System, is being developed by NSDL Core Integration in collaboration with, NSDL Pathways Projects and the Fedora Development team to manage and distribute contextual content internal and external to NSDL utilizing FEDORA technology.

· Documentation on development is available at http://nccs.comm.nsdl.org/overview.htm.

· Use case scenarios from the NSDL community are here: http://nccs.comm.nsdl.org/apdx_suggestions.htm
· --The partially working wire-frame model is available at http://fedora.nsdlib.org:8380/NCCS/viewer.jsp?key=packages
NSDL manages content from multiple users and groups in a variety of formats for use in publications as well as in various other instances. "Publication" can refer to published web content,  print publications, email distributions, or event materials, among many others. ON RAMP, an NSDL Content and Communications System (NCCS), is an open source solution that addresses issues of large scale, complex, and distributed content management.

Testing in underway with users who will use "On Ramp," and who are familiar with the system's major challenges:

· Workflow for the creation of both simple and complex content

· Content Management System

1. Packaging of complex, multi-component content into a single entity.

2. Storage and archiving of content.

3. Re-use of existing content.

· Content distribution to multiple publications and, or online instantiations—“targets.”
1. A target is a simple named abstraction that identifies the intended use of received content.

2. A target is associated with a set of instructions and configuration properties that allow for dynamic delivery of content to the target, including requirements set for distribution frequency and content availability limits.

3. Dynamic formatting conversions of content prior to delivery to targets. User testing is being conducted this fall on development concepts around display issues.
In the summer of 2005, NSDL signed an agreement with Yahoo to develop a co-branded search toolbar. This toolbar will be available for download by interested users anywhere on the web. It integrates search and access to NSDL resources, including the Pathways portals, directly into the user’s web browser.

NSDL’s partnership with Yahoo is one of several collaborations, at various stages of development, which will integrate NSDL resources and services with major Internet search and discovery services, as well as major providers of science content.

And finally, on September 7, 2005, the NSDL Core Integration PIs, including Dr. Dean B. Krafft from Cornell, gave a luncheon presentation on the NSDL to the House STEM caucus. In attendance were Representative Vernon Ehlers (R-MI), Representative Mark Udall (D-CO), and Dr. Kathie Olsen, Deputy Director of the National Science Foundation, as well as about 60 members of the House and Senate staff. NSDL CI Executive Director Kaye Howe summed up the presentation by observing that the economic future of the nation is dependent on finding new ways to leverage educational content that will enable citizens to seize STEM work force opportunities.  NSDL brings content together with educational context to deliver useful STEM materials to teachers that meet students' needs and inspire them to achieve. A full press release on the presentation is available at http://www.stemedcaucus.org/documents/NSDL_Presented.pdf 
Contributions within Disciplines

The NSDL program supports science, technology, engineering, and mathematics (STEM) education at all levels--preK-12, undergraduate, graduate, and life-long learning. By organizing and presenting digital STEM resources, and integrating disparate projects and their services, the STEM disciplines benefit from having access to a more comprehensive library of resources than individual efforts alone can produce.
Contributions to Other Disciplines

The digital library itself contains thousands of digital resources that are available for reuse in a wide variety of learning environments. Yet, beyond the library collections and services, NSDL is a primary organizing force, bringing multiple disciplinary stakeholders and service providers in an effort to integrate these educational efforts into an organization whose value is greater than the sum of its parts. Under the NSDL umbrella, we have not only integrated traditional STEM resources, but also areas of economics, social sciences, and medicine.
Contributions to Human Resource Development

By facilitating organized access to a wide variety of STEM educational resources, NSDL provides exposure to interdisciplinary content as well as a window into the processes of scientific research and its applications in society.  Informal feedback from NSDL users suggests that that this exposure is particularly valued by geographically or demographically isolated learners who lack access to STEM institutions and role models in their own communities. In addition, the opportunities for interactivity and self-directed inquiry that many NSDL collections and services offer, including those that allow students to actively participate in scientific research projects, have great potential to heighten student engagement with STEM content and stimulate interest in future STEM careers.

Many NSDL-funded projects provide specific resources directed at K-12 and undergraduate students to support the exploration of careers in science, mathematics, engineering, and technology fields.  Similarly, the Ask NSDL question categories related to STEM careers are some of the most popular topics for student inquiries.

Contributions to Resources for Research and Education

A primary goal of the NSDL program is to support science, technology, engineering, and mathematics (STEM) education at all levels--preK-12, undergraduate, graduate, and life-long learning. NSDL is also laying the foundations for educational partnerships, to move from a general purpose digital library to a federation of portals each with its own focus (one library, many portals). This approach helps address the issue of scaling NSDL to meet learning goals of learners at all levels. This growth is possible because of CI’s coordinating efforts from many sources around a common infrastructure. Broadening participation, from library contributors to communities of practice, NSDL is constantly gaining in importance for STEM education in the United States.

The Targeted Research track of NSDL-funded projects is one manner in which NSDL contributes to STEM research communities.  The projects are investigating technical solutions to common digital library challenges as well as the educational impacts of digital libraries in different instructional environments.  Researchers are also an important audience for the use of NSDL collections and services.  Data sets, visualizations tools, journal articles, and disciplinary communities of practice accessible through NSDL support the resource needs of individual researchers, and are in many cases provided by the professional societies that strengthen research communities in additional ways.  NSDL also provides opportunities for researchers to disseminate their own findings to colleagues in an environment that promotes interdisciplinarity and interoperability.

Contributions Beyond Science and Engineering

Increasingly, Core Integration plays the role of broker, bringing together and leveraging the capacity, talents, resources, knowledge, and experience of an ever more diverse group of partners. Those partners range from the NSF funded NSDL projects to Eisenhower National Clearninghouse, Yahoo, and Scientific American. Building community allows NSDL to enable individual projects and contributors to learn from one another’s successes and failures; to share vocabularies, software, and tools; to find and engage collaborators within and outside their normal networks; and to ultimately find solutions to fundamental problems and needs shared by all. 

As NSDL matures, it is developing the processes and infrastructure to enable increased levels of cross-disciplinary resource usage and dialogue, leading to an integrative educational infrastructure that helps practitioners look beyond traditional disciplinary and audience boundaries. Viewing NSDL as both an educational tool and community facilitator allows the NSF to better understand how to successfully integrate and reuse the outcomes of disparate projects in support of not only STEM education, but other broad communities with similar, wide-reaching goals.
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